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Abstract- The rapid growth of cloud computing has led to a significant increase in
energy consumption and carbon emissions from large-scale data centers, making
sustainability a critical concern. Traditional cloud resource management techniques
primarily focus on optimizing performance and cost, often neglecting the
environmental impact of cloud operations. Existing green cloud solutions mainly
emphasize energy efficiency; however, energy-aware approaches alone are insufficient,
as carbon emissions vary dynamically with the carbon intensity of the power grid. This
paper addresses these limitations by proposing a hybrid carbon- and energy-aware
scheduling approach for green cloud computing. The proposed solution dynamically
allocates and migrates cloud workloads based on real-time energy consumption, carbon
intensity, and Service Level Objective (SLO) constraints. By integrating workload
classification and SLO-aware decision-making, the system ensures reduced
environmental impact without compromising application performance. The proposed
approach aims to achieve substantial reductions in carbon emissions and overall energy
usage while maintaining acceptable latency and quality of service. This work
contributes toward building sustainable, environmentally responsible cloud
infrastructures suitable for next-generation cloud data centers.
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. Introduction

Cloud computing has become the backbone of modern digital services, supporting
applications ranging from social media and e-commerce to scientific computing and
artificial intelligence. The increasing demand for cloud-based services has resulted in
the rapid expansion of large-scale data centers across the globe. While cloud computing
offers scalability, flexibility, and cost efficiency, it also introduces significant
environmental challenges due to high energy consumption and associated carbon
emissions.

Data centers consume enormous amounts of electrical energy to power servers,
networking equipment, and cooling systems. According to recent studies, data centers
contribute a considerable share of global electricity usage, leading to increased
greenhouse gas emissions when powered by carbon-intensive energy sources. As a
result, reducing the environmental footprint of cloud infrastructures has emerged as a
major research and industrial concern, giving rise to the concept of Green Cloud
Computing.

Green Cloud Computing focuses on designing and managing cloud resources in an
energy-efficient and environmentally sustainable manner. Existing approaches
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primarily concentrate on energy-aware techniques such as dynamic voltage and
frequency scaling, virtual machine consolidation, and power-aware resource
provisioning. Although these methods reduce overall energy consumption, they do not
necessarily minimize carbon emissions, as the carbon intensity of electricity varies
across regions and time.

Recent research has introduced carbon-aware scheduling, which considers the carbon
intensity of power grids while allocating cloud workloads. However, many of these
approaches are limited to specific workload types or do not adequately address
performance constraints such as latency and Service Level Objectives (SLOs).
Furthermore, enterprise cloud environments require solutions that balance
sustainability goals with cost efficiency, reliability, and regulatory constraints.

In this paper, we propose a hybrid carbon- and energy-aware scheduling approach for

green cloud computing that dynamically manages cloud resources while ensuring SLO

compliance. The key contributions of this work are as follows:

e Identification of limitations in existing energy-only and carbon-only optimization
approaches

o Design of a hybrid scheduling framework that jointly considers energy
consumption, carbon emissions, and performance constraints

e Evaluation of the proposed approach in terms of energy efficiency, carbon
reduction, and quality of service

The remainder of this paper is organized as follows: Section 3 presents the background

and motivation for green cloud computing, Section 4 reviews related work, Section 5

formulates the problem statement, and subsequent sections describe the proposed

solution, evaluation, and conclusions.

I11. Background and Motivation

Green Cloud Computing

Green Cloud Computing refers to the design, development, and deployment of cloud
computing infrastructures with the goal of minimizing environmental impact. It
emphasizes reducing energy consumption, lowering carbon emissions, and improving
the overall sustainability of data center operations. This is achieved through efficient
resource utilization, energy-aware scheduling, and the adoption of environmentally
friendly technologies.

The primary objective of green cloud computing is to ensure that cloud services remain
scalable and high-performing while consuming fewer natural resources. Techniques
such as virtualization, workload consolidation, and dynamic resource provisioning play
a vital role in achieving energy efficiency. However, green cloud computing extends
beyond energy savings and increasingly focuses on carbon footprint reduction and
sustainable power usage.

Energy Consumption in Cloud Data Centers

Cloud data centers consist of thousands of servers, networking devices, and cooling
systems that operate continuously. Servers alone account for a significant portion of
total energy usage, followed by cooling and power distribution infrastructure. Even
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when servers are underutilized, they continue to consume substantial amounts of power,
leading to energy inefficiencies.

To address this issue, researchers have proposed energy-efficient techniques such

as:

e Virtual machine (VM) consolidation to reduce the number of active physical
servers

e Dynamic Voltage and Frequency Scaling (DVFS) to adjust processor power usage

e  Power-aware resource scheduling and server sleep modes

While these approaches effectively reduce energy consumption, they focus primarily

on minimizing power usage rather than the environmental impact associated with the

source of energy.

Carbon Emissions and Carbon Intensity

Carbon emissions from cloud data centers depend not only on the amount of energy
consumed but also on the carbon intensity of the electricity used. Carbon intensity refers
to the amount of carbon dioxide equivalent (COze) emitted per unit of electricity
generated and varies based on energy sources such as coal, natural gas, wind, or solar.
The carbon intensity of power grids changes dynamically over time and across
geographical regions. Consequently, two data centers consuming the same amount of
energy may produce vastly different carbon emissions depending on their location and
time of operation. This observation highlights the limitation of energy-only
optimization techniques and motivates the need for carbon-aware cloud resource
management.

Motivation for Hybrid Carbon- and Energy-Aware Scheduling

Although energy-efficient techniques reduce overall power consumption, they do not
guarantee lower carbon emissions. Similarly, carbon-aware scheduling approaches
often focus on reducing emissions without fully considering energy efficiency,
performance constraints, or operational costs. In real-world cloud environments, cloud
providers must simultaneously balance sustainability goals, service performance, and
economic viability.

This motivates the development of a hybrid scheduling approach that jointly considers:
e  Energy consumption of cloud resources

e Real-time carbon intensity of electricity

e Service Level Objectives such as latency and availability

By integrating these factors, a hybrid carbon- and energy-aware scheduler can make
informed decisions that reduce environmental impact while maintaining acceptable
quality of service. This forms the foundation for the proposed solution described in
subsequent sections.

1V. Related Work

This section reviews existing research related to green cloud computing, energy-
efficient resource management, and carbon-aware scheduling. The discussion
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highlights key contributions and identifies limitations that motivate the proposed
solution.

Energy-Efficient Resource Management in Cloud Computing

Early research in green cloud computing primarily focused on reducing energy
consumption in data centers through efficient resource management. Dynamic resource
provisioning, virtual machine consolidation, and power-aware scheduling techniques
were widely adopted to minimize the number of active physical servers. These
approaches demonstrated that significant energy savings could be achieved by
migrating workloads and shutting down underutilized servers.

Several studies proposed architectural frameworks and simulation-based models to
optimize energy usage while maintaining Quality of Service (QoS). Although these
methods effectively reduce power consumption and operational cost, they treat all
energy sources equally and do not account for the environmental impact associated with
carbon-intensive electricity generation. As a result, energy-efficient solutions alone
may still lead to high carbon emissions.

Software-Based Green Cloud Techniques

Recent surveys have explored software-level techniques for achieving green cloud
computing. These include energy-aware operating systems, container-based
virtualization, application-level optimization, and adaptive workload scheduling.
Software-based solutions are attractive because they can be deployed without major
hardware modifications and can dynamically adapt to changing workloads.

Despite their flexibility, most software-based approaches focus on energy efficiency
metrics such as power usage or server utilization. Many of these works are survey-
oriented and do not propose concrete algorithms or systems that jointly optimize energy
consumption, carbon emissions, and performance constraints. This limits their
applicability in real-world cloud environments.

Carbon-Aware Scheduling Approaches

Carbon-aware scheduling has emerged as a promising direction to reduce cloud carbon
footprints by considering the carbon intensity of electricity grids. These approaches
schedule or migrate workloads to regions or time periods with lower carbon intensity
while ensuring service performance constraints such as latency.

While carbon-aware systems have demonstrated substantial emission reductions, they
are often designed for specific workload types, such as interactive web services, and
assume flexible workload mobility across regions. Moreover, many carbon-aware
approaches do not explicitly consider energy efficiency, operational cost, or enterprise
constraints such as data locality and migration overhead.

Research Gap and Motivation

From the reviewed literature, it is evident that:

e Energy-efficient approaches focus on reducing power consumption but overlook
carbon intensity.
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e Carbon-aware approaches reduce emissions but may ignore energy efficiency and
practical constraints.

e Few solutions jointly optimize energy usage, carbon emissions, and Service Level
Objectives.

These limitations highlight the need for a hybrid approach that integrates energy-aware

and carbon-aware scheduling while ensuring performance guarantees. The proposed

solution in this paper aims to address this gap by providing a unified framework suitable

for modern cloud environments.

V. Problem Statement

The increasing energy consumption and carbon emissions of cloud data centers pose a
significant challenge to sustainable cloud computing. Although existing solutions
address either energy efficiency or carbon reduction, they fail to jointly optimize both
objectives while maintaining Service Level Objectives (SLOs). Therefore, there is a
need for an integrated approach that minimizes environmental impact without
degrading application performance.

Let a cloud data center consist of a set of physical servers S={sl,s2,...,sn}S = \{s_1,
s 2, \dots, s_n\}S={sl1,s2,...,sn} hosting a set of workloads W={w1,w2,...,wm}W =
{w_1, w_2, \dots, w_m\} W={w1,w2,...,wm}. Each workload has specific resource
requirements and performance constraints. The power consumption of a server depends
on its utilization, while the carbon emissions depend on both energy usage and the
carbon intensity of the electricity supply.

The objective of this research is to design a scheduling and resource management
mechanism that achieves the following goals:

e  Minimize total energy consumption of cloud resources

Minimize carbon emissions by considering real-time carbon intensity

Ensure compliance with SLOs such as latency and availability

Reduce workload migration overhead and operational cost

This optimization problem is subject to the following constraints:

e Resource constraints: CPU, memory, and storage capacities of physical servers

e Performance constraints: Latency and response time limits defined by SLOs

e Migration constraints: Cost and performance impact of VM or container migration
e  Operational constraints: Data locality and regulatory requirements

Formally, the problem can be defined as a multi-objective optimization problem that
balances energy efficiency, carbon awareness, and quality of service. The challenge lies
in making dynamic scheduling decisions in a heterogeneous and time-varying cloud
environment.

To address this problem, this paper proposes a hybrid carbon- and energy-aware
scheduling framework that dynamically allocates and migrates workloads while
ensuring SLO compliance and minimizing environmental impact.
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V1. Proposed System Architecture

This section presents the architecture of the proposed hybrid carbon- and energy-aware
scheduling system for green cloud computing. The architecture is designed to
dynamically manage cloud resources by jointly considering energy consumption,
carbon intensity, and Service Level Objectives (SLOs).

System Overview

The proposed system operates as an intelligent scheduling layer on top of the cloud
infrastructure. It continuously monitors workload characteristics, server utilization,
energy consumption, and carbon intensity of electricity sources. Based on this
information, the scheduler makes optimal decisions regarding workload placement,
scaling, and migration to minimize environmental impact while maintaining
performance guarantees.

The architecture consists of multiple interconnected modules, each responsible for a
specific function in the decision-making process.

Carbon and Energy Monitoring Module

This module is responsible for collecting real-time and historical data related to:

e  Power consumption of physical servers

e Resource utilization (CPU, memory, storage)

e Carbon intensity of electricity for different regions or time periods

Energy consumption is estimated using server power models, while carbon intensity
values are obtained from grid-level data or predefined datasets. This information
provides the environmental context required for informed scheduling decisions.

Workload Classification Module

Cloud workloads exhibit diverse characteristics and performance requirements. This
module classifies workloads into categories such as:

e Latency-sensitive (interactive) workloads

e  Throughput-oriented (batch) workloads

e Deadline-flexible workloads

By understanding workload behavior, the scheduler can apply appropriate optimization
strategies. For example, batch workloads may be shifted to low-carbon periods, while
latency-sensitive workloads are placed closer to users to meet SLO requirements.

Hybrid Scheduling and Decision Engine

The hybrid scheduling engine is the core component of the proposed system. It
integrates information from the monitoring and workload classification modules to
compute optimal placement and scaling decisions. The scheduler evaluates multiple
candidate configurations and selects the one that minimizes a combined objective
function consisting of:

e Energy consumption

e  Carbon emissions

e Performance impact
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The scheduling decisions are dynamically updated to adapt to changing workload
patterns and carbon intensity variations.

SLO-Aware Control Mechanism

To ensure quality of service, the system incorporates an SLO-aware control
mechanism. This component continuously monitors application performance metrics
such as response time and throughput. If SLO violations are detected or predicted, the
scheduler prioritizes performance over environmental optimization, thereby ensuring
reliability and user satisfaction.

VII1. Proposed Algorithm

This section describes the hybrid carbon- and energy-aware scheduling algorithm used
to allocate and manage cloud workloads while ensuring Service Level Objective (SLO)
compliance.

Algorithm Overview

The proposed algorithm periodically evaluates the state of the cloud environment and
makes scheduling decisions based on energy consumption, carbon intensity, workload
characteristics, and performance constraints. The algorithm operates in iterative
scheduling cycles and dynamically adapts to changes in workload demand and
environmental conditions.

Input Parameters
The algorithm takes the following inputs:
e  Current workload set WWW and their resource requirements
Physical server set SSS and available capacities
Energy consumption model of servers
Carbon intensity values for each region or time slot
SLO constraints (latency, response time, availability)

Algorithm Steps (Pseudo-Code)
1. Initialize system parameters and thresholds
2. Collect real-time energy and carbon intensity data
3. Classify incoming workloads based on performance sensitivity
4. For each workload w in W:
» ldentify feasible servers satisfying resource and SLO constraints
»  Estimate energy consumption for each feasible server
»  Estimate carbon emissions using carbon intensity data
«  Compute combined cost function:
e Cost = a(Energy) + p(Carbon) + y(Performance Penalty)
»  Select server with minimum cost
5. Allocate or migrate workload to selected server
6. Monitor performance metrics continuously
7. 1f SLO violation detected:
a. Trigger corrective action (scale up or migrate)
8. Repeat scheduling cycle at next interval
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Where a , B, and y are weighting factors that control the trade-off between energy
efficiency, carbon reduction, and performance.

Key Features of the Algorithm

Hybrid optimization: Simultaneously considers energy and carbon metrics
Dynamic adaptation: Reacts to changes in carbon intensity and workload demand
SLO-awareness: Ensures performance constraints are not violated

Scalability: Suitable for large-scale cloud environments

The proposed algorithm forms the core of the green cloud scheduling framework and
enables sustainable cloud resource management.

VIII. Implementation and Experimental Setup

This section describes the implementation details and experimental setup used to
evaluate the effectiveness of the proposed hybrid carbon- and energy-aware scheduling
approach.

Simulation Environment

The proposed system is implemented and evaluated using a cloud simulation
environment to model large-scale data center behavior. A simulator such as CloudSim
is used to represent physical servers, virtual machines, and workload execution.
CloudSim enables the evaluation of energy consumption and resource allocation
policies under controlled conditions.

The simulation environment models:

e Heterogeneous physical servers with different processing capacities
e Virtual machines with varying resource demands

e Dynamic workload arrival and execution patterns

Workload Description

The experimental workload consists of a mix of:

e Latency-sensitive workloads (e.g., web applications)

e Batch-processing workloads (e.g., data analytics tasks)

Workloads are generated with varying CPU, memory, and execution time requirements
to reflect realistic cloud usage scenarios. This mixed workload setup allows evaluation
of the scheduler’s ability to handle diverse application types.

Baseline Approaches for Comparison

To assess the performance of the proposed algorithm, it is compared against the

following baseline approaches:

e Energy-aware scheduling: Optimizes resource allocation based only on energy
consumption

e Carbon-agnostic scheduling: Ignores carbon intensity and prioritizes
performance

e Static scheduling: Allocates workloads without dynamic adaptation

These baselines help highlight the advantages of incorporating both energy and carbon

awareness.
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Performance Metrics

The performance of the proposed system is evaluated using the following metrics:

e Total energy consumption (kWh)

Carbon emissions (kg COz¢)

Average and peak latency

SLO violation rate

Number of workload migrations

These metrics provide a comprehensive assessment of environmental impact and
quality of service.

IX. Results and Discussion

This section presents the experimental results obtained from evaluating the proposed
hybrid carbon- and energy-aware scheduling approach and discusses its performance
in comparison with baseline methods.

Energy Consumption Analysis

The experimental results clearly demonstrate that the proposed hybrid carbon- and
energy-aware scheduling approach achieves a significant reduction in total energy
consumption when compared to static scheduling and carbon-agnostic baseline
methods. By dynamically consolidating workloads onto fewer physical servers during
periods of low demand, the system effectively reduces idle power consumption, which
is a major source of energy waste in cloud data centers.

Furthermore, the scheduler prioritizes the selection of energy-efficient servers based on
real-time utilization and power models. This intelligent server selection enables better
load distribution and avoids over-provisioning of resources. While energy-aware
baseline approaches also show noticeable improvements over static scheduling, they
are less effective than the proposed method because they do not consider the dynamic
nature of carbon intensity or integrate multi-objective decision-making. As a result, the
proposed hybrid approach consistently achieves lower overall energy consumption
across varying workload conditions.

Carbon Emission Reduction

One of the most important findings of this study is the substantial reduction in carbon
emissions achieved by the proposed scheduler. By incorporating real-time carbon
intensity information into scheduling decisions, the system intelligently allocates and
migrates workloads to regions or time periods where electricity generation is less
carbon-intensive. This results in a lower overall carbon footprint even when energy
consumption remains similar to that of baseline approaches.

Compared to energy-only scheduling methods, the proposed hybrid approach achieves
significantly greater emission reductions, highlighting the fact that minimizing energy
usage alone is not sufficient to address environmental sustainability. These results
emphasize the importance of carbon-aware decision-making in modern cloud
environments, where carbon intensity varies geographically and temporally. The
findings confirm that combining carbon awareness with energy efficiency leads to more
environmentally responsible cloud operations.
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Performance and SLO Compliance

Despite the strong focus on environmental sustainability, the proposed approach
maintains acceptable and stable application performance throughout the experiments.
Latency-sensitive workloads consistently meet their defined Service Level Objectives,
and the observed SLO violation rate remains comparable to or lower than that of the
baseline scheduling techniques.

This outcome validates the effectiveness of the SLO-aware control mechanism
integrated into the scheduling framework. By continuously monitoring performance
metrics and prioritizing application responsiveness when required, the system ensures
that sustainability optimizations do not negatively impact user experience. The results
demonstrate that environmental objectives and performance guarantees can be achieved
simultaneously through intelligent scheduling.

Migration Overhead and Trade-Offs

Workload migration is a key mechanism for enabling dynamic optimization in cloud
environments; however, excessive migration can lead to performance degradation and
increased operational overhead. The experimental results indicate that the proposed
scheduler successfully limits unnecessary workload migrations by explicitly
considering migration cost during decision-making.

Although a moderate increase in migration activity is observed when compared to static
scheduling, this increase remains within acceptable limits and does not cause noticeable
performance degradation. More importantly, the environmental benefits achieved
through reduced energy consumption and carbon emissions significantly outweigh the
associated migration overhead. This trade-off is considered acceptable and practical for
cloud providers seeking to achieve sustainability goals without compromising system
stability.

Discussion

Overall, the experimental results strongly validate the effectiveness of the proposed
hybrid scheduling framework. The system successfully balances energy efficiency,
carbon emission reduction, and performance guarantees in a dynamic cloud
environment. The findings highlight the limitations of traditional energy-only or
carbon-only approaches and demonstrate the advantages of integrating both factors into
a unified scheduling strategy.

These results also confirm the practical feasibility of deploying carbon- and energy-
aware scheduling mechanisms in real-world cloud infrastructures. By intelligently
adapting to workload variations and environmental conditions, the proposed approach
contributes toward the development of sustainable, scalable, and performance-aware
cloud computing systems.

X. Conclusion and Future Work

This paper presented a hybrid carbon- and energy-aware scheduling approach for green
cloud computing aimed at reducing the environmental impact of cloud data centers
while maintaining Service Level Objective (SLO) compliance. By jointly considering
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energy consumption, carbon intensity, and workload characteristics, the proposed
framework addresses key limitations of existing energy-only and carbon-only
optimization techniques.

The proposed system architecture and scheduling algorithm dynamically allocate and
migrate cloud workloads based on real-time environmental and performance metrics.
Experimental results demonstrate that the approach effectively reduces energy
consumption and carbon emissions compared to traditional scheduling methods,
without significantly affecting application performance or reliability. The integration
of an SLO-aware control mechanism ensures that quality of service is preserved even
under varying workload and carbon intensity conditions.

Despite its effectiveness, this work can be further extended in several directions. Future
research may explore the use of machine learning models to predict workload demand
and carbon intensity more accurately, enabling proactive scheduling decisions.
Additionally, integrating renewable energy availability, multi-cloud environments, and
real-world deployment constraints such as data sovereignty and cost optimization can
further enhance the practicality of the proposed solution.

Overall, this research contributes toward the development of sustainable and
environmentally responsible cloud computing infrastructures, supporting the long-term
goals of green information technology.
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